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The vision of ambient intelligence promises a world where computational capabilities

seamlessly integrate into everyday objects and environments, creating systems that sense, learn,

and adapt to human needs while remaining invisible to users. Despite significant advances

in miniaturization and low-power computing, true ambient intelligence has remained elusive,

hindered by a fundamental challenge: current intelligent systems require substantial energy,

complex hardware, and frequent maintenance, making widespread deployment impractical. We

introduce a paradigm shift in how we create intelligent systems by fundamentally reimagining

sensing and computing architectures from first principles for extreme resource constraints.

This thesis centers on encoding intelligence directly into the physical domain through novel

hardware-software co-design, where passive structures perform initial signal transformations

without consuming power. Through novel architectures across acoustic, radio frequency, and

optical domains, we demonstrate systems that achieve spatial perception, global positioning, and

environmental monitoring with orders of magnitude less power than conventional approaches.



These innovations enable intelligence in previously impossible contexts: insect-scale robots that

navigate complex environments, sticker-sized tags that provide GPS-like tracking for years on

a single battery, and wireless sensors that monitor food quality throughout global supply chains.

By bridging the gap between what intelligent systems can do and what resource-constrained

platforms can support, this work establishes a foundation for truly pervasive intelligence that

operates sustainably at large scale.
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Chapter 1: Introduction

Imagine a world where intelligence is woven into the fabric of our physical environment.

Insect-scale robots navigate disaster zones, paper-thin tags track goods across global supply

chains without manual maintenance, and medical implants detect disease markers years before

symptoms appear. The vision of intelligent systems seamlessly embedded in the environment

has attracted sustained interest from the research community since the late 1990s, when pioneers

like Mark Weiser envisionedubiquitous computing[6] and Kristofer S. J. Pister, Joe Kahn, and

Bernhard Boser conceptualizedsmart dust[7]. While today's smart devices offer glimpses of

this future, they represent only incremental steps toward true ambient intelligence—systems that

vanish into the background while autonomously sensing, learning, and adapting to human needs.

The fundamental challenge lies in scaling intelligence sustainably: current approaches rely on

power-hungry hardware, frequent maintenance, and expensive components, making widespread

deployment impractical [8]. Achieving this vision of ambient intelligence at scale requires

fundamentally new approaches that can operate within extreme resource constraints.

Over the past two decades, we have pursued miniaturization and low-power operation as

primary paths toward embedding intelligence in everyday objects. This approach has yielded

impressive advances in microelectronics, MEMS sensors, and ef�cient computing. However,

simply making conventional systems smaller encounters fundamental physical barriers that force
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dif�cult tradeoffs between intelligence capabilities and energy requirements. For instance, consider

the contrast between perception systems for autonomous vehicles and insect-scale robots: self-

driving cars use LiDAR sensors consuming watts of power, while a robot at millimeter scale must

achieve similar functionality within sub-milliwatt constraints. Sensor arrays required for spatial

perception cannot be reduced beyond wavelength-dependent limits without sacri�cing resolution

or accuracy. Furthermore, modern deep-learning systems demand substantial computational

resources that con�ict with the strict power budgets of tiny devices. Our goal, in this thesis, is

not merely to reduce power consumption, but to maintain intelligent capabilities while operating

within extreme resource limitations. To summarize, these challenges indicate that miniaturization

alone cannot bridge the gap between current technology and true ambient intelligence. We

need to fundamentally redesign our approaches to sensing, computing, and communication in

resource-constrained environments.

Figure 1.1: Examples of intelligent, low-power, and scalable sensors developed in this thesis.

In this thesis, we investigate how to achieve ambient intelligence by fundamentally reimagining

sensing and computing architectures from �rst principles. We show how bio-inspired meta-

structures (see Figure 1.1) enable spatial perception with single sensors that match the performance

of multi-element arrays while using1000� less power; how ultra-low-power techniques can

provide GPS-like positioning with sticker-sized tags operating for years on a single battery; and

how novel sensing approaches can monitor food quality non-invasively throughout global supply
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chains. Through innovations at the intersection of physics and computation, we create sensing

systems that achieve orders of magnitude improvements in energy ef�ciency, size and scalability,

making intelligence practical in environments previously considered impossible.

1.1 Challenges in Scaling Ambient Intelligence

The gap between our vision of integrating intelligence in everything and current reality

stems from three fundamental challenges:

Nature's Ef�ciency vs. Arti�cial Systems: Nature has created intelligent systems that

operate within incredible ef�ciency constraints. A fruit �y navigates complex 3D environments,

avoids predators, and locates food with a brain of merely 100,000 neurons consuming just

microwatts of power [9]. Similarly, desert ants perform precise navigation across vast distances

without GPS, using minimal neural hardware [10]. In stark contrast, today's arti�cial intelligent

systems capable of comparable perception [11], reasoning and decision-making [12] require

orders of magnitude more resources—hundreds of megabytes of memory and several watts of

power [13]. This fundamental mismatch prevents direct application of current AI approaches in

resource-constrained devices, creating a critical barrier to embedding intelligence in everyday

objects.

Physical Limitations: Traditional sensing paradigms encounter fundamental physical

barriers when scaled down to micro-devices. Spatial perception systems like radar, sonar, and

camera arrays rely on sampling theory principles that demand multiple sensors separated by

minimal distances to avoid aliasing. The Nyquist-Shannon sampling theorem states that to

accurately capture a signal with maximum frequency componentf max , sampling must occur at a
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Figure 1.2: The intelligence-energy tradeoff: Conventional intelligent systems (top left) operate
at high energy levels and offer good capabilities. Current resource-constrained systems (bottom
right) provide limited intelligence. This thesis explores approaches to bridge this gap by creating
systems that offer100� more intelligence at similar energy levels.

rate of at least2f max [14,15]. This creates critical hardware requirements: higher sampling rates

demand faster ADCs with correspondingly higher power consumption. Additionally, diffraction

limits optical sensing according to Abbe's criterion (d = �= 2NA), while signal-to-noise ratio

deteriorates as sensor size decreases. These physics-based constraints collectively create seemingly

insurmountable barriers to effective sensing in tiny platforms.

Energy Sustainability at Scale:Achieving ambient intelligence requires not just creating

intelligent systems but ensuring they can operate sustainably at planetary scale. As illustrated

in Figure 1.2, current intelligent systems consumes order of magnitude more power, requiring

frequent battery replacements or continuous power delivery. The energy gap is huge mainly

because perception typically requires hundreds of milliwatts, while energy harvesting provides only

microwatts in many scenarios [16]. This gap cannot be bridged through incremental improvements

alone. It demands radically different approaches to energy-conscious intelligence.

These challenges collectively highlight that simply miniaturizing conventional sensing and

computing approaches is insuf�cient. The vision of ambient intelligence requires fundamentally

reimagining how we design intelligent systems from �rst principles, particularly for extreme
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resource constraints.

1.2 Designing Ultra-Low-Power Intelligent Systems

Traditional approaches to intelligent systems follows the pipeline: collect high-resolution

signals using sensors, convert analog signals to digital data, and process this data through

computationally intensive large ML models. This conventional paradigm tightly integrates sensing

with digital processing, requiring substantial computational resources to extract meaningful

information from raw sensor data. While this approach works well for resource-rich platforms

like self driving cars, drones, humanoids; it fundamentally breaks down in resource-constrained

scenarios. Tiny robots, wearable devices, and battery-free sensor networks cannot support the

high-dimensional data acquisition, digital conversion, and large model inferencing required by

conventional intelligent systems. This mismatch between learning capabilities and hardware

limitations represents a critical barrier to realizing ambient intelligence at scale.

Our approach departs from this conventional primitive by fundamentally rethinking the

relationship between sensing hardware and computation. Werelax the strict hardware requirements

for sensing on resource-constrained devices and instead leverage tiny ML models that operate on

physically pre-processed signals. The key idea is to merge the fundamental laws of physics with

learning principles, creating sensing frontends that perform signal transformations in the analog

domain before any power-consuming digital processing occurs. In other words, these passive

structures act as physical neural encoders, encoding domain knowledge directly into hardware that

requires zero power to operate.

For instance, in acoustic sensing, we implement this concept through 3D-printed metamaterials
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that transform omnidirectional microphones into direction-aware sensors (Figure 1.1a, 1.1b).

For wireless applications, we develop gain-pattern recon�gurable antennas that embed spatial

information directly into received signal strength measurements (Figure 1.1c). By performing

these transformations in the physical domain, our approach dramatically reduces both data

dimensionality and energy requirements. The resulting sensor outputs contain high-level features

extracted with minimal energy consumption, requiring signi�cantly smaller neural models for

downstream processing while providing information that naturally aligns with the hierarchical

structure of neural networks.

Figure 1.3: Our approach to sustainable ambient intelligence combines nature-inspired
architectures, physics-informed AI, and scalable networks.

This approach combines three complementary strategies that together enable sustainable

ambient intelligence, as illustrated in Figure 1.3. First, we draw inspiration from nature's

ef�cient solutions to similar problems. Biological systems have evolved sophisticated sensing

capabilities within strict resource constraints—owls can precisely locate prey in total darkness

using asymmetric ear structures, insects navigate complex environments with tiny brains, and even

plants respond to environmental stimuli through passive mechanisms. By studying these biological

systems, we identify principles for ef�cient spatial sensing that can be translated into engineered
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systems through biomimetic design. This bio-inspired approach leads to sensing architectures that

achieve remarkable capabilities with minimal active components.

Second, we integrate physics-informed machine learning to bridge the gap between simple

hardware and complex perception tasks. Our systems incorporate passive components that perform

initial signal transformations in the analog domain without consuming power, effectively encoding

domain knowledge directly into the hardware. These physical structures act as computational

elements, extracting meaningful features before digital processing begins. The resulting signals

naturally align with the hierarchical feature extraction performed by neural networks, dramatically

reducing the computational burden on subsequent processing stages. This physics-informed

approach enables us to extract maximum information from minimal hardware, achieving capabilities

that would traditionally require complex, power-hungry systems.

Third, we develop techniques for scaling these intelligent systems across large networks

and diverse environments. By reimagining how devices communicate, collaborate, and leverage

existing infrastructure, we create systems that can be deployed at unprecedented scales—from

city-wide sensor networks to micro-robotic swarms. This scalable approach enables widespread

deployment of ambient intelligence without requiring dedicated infrastructure or frequent maintenance,

making these systems practical for real-world applications.

Together, these strategies enable a new class of intelligent systems with transformative

potential. They deliver extreme energy ef�ciency, supporting sensing functions, that typically

demand complex digital systems, now with minimal power use. They improve robustness by

leveraging core physical principles for better generalization. They also allow real-time adaptability

through dynamically recon�gurable designs. Most importantly, they close the gap between ambient

intelligence's promise and the practical limits of embedded platforms, making it feasible to scale.

7



1.3 Systems Developed

1.3.1 Structure-Assisted Spatial Intelligence

Spatial perception systems fundamentally rely on sensor arrays spanning multiple wavelengths,

consuming hundreds of milliwatts of power and requiring substantial physical space. This

dependency on arrays creates a critical barrier for resource-constrained devices like micro-robots

and IoT sensors. We developed a different approach that achieves spatial sensing without arrays

by combining carefully designed passive structures with minimal active components, signi�cantly

reducing both power and computational requirements.

A B C D

Figure 1.4: Structure-assisted sensing systems: (A)SPiDR's depth imaging using 3D-printed
acoustic metamaterial, (B)SPiDR's acoustic stencil and its internal spatial �ltering channels, (C)
Owlet's acoustic stencil and its internal direction-�nding channels, (D)Owlet's direction �nding
with passive acoustic structures.

Bio-inspired DoA Estimation. Conventional acoustic DoA estimation requires multiple

synchronized microphones separated by half-wavelength distances. Drawing inspiration from how

barn owls achieve precise sound localization through asymmetric ear structures, we developed

Owlet [17], a system that reimagines direction estimation. The key insight lies in leveraging

diffraction and Helmholtz resonance through 3D-printed metamaterials to create direction-dependent

acoustic �ltering (Figure 1.4 C, 1.4 D). By wrapping a single microphone with a structured pattern
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of holes and resonant cavities, each sound direction creates a unique spectral signature. We

solved the critical challenge of environmental robustness through a two-microphone architecture

that eliminates both source and environmental dependencies. The system achieves3:6� angular

error—matching a 9-microphone array while using100� less power.

Single-sensor Depth Perception.Insect-scale robots operating in unknown environments

require depth perception for navigation, but existing solutions like LiDAR and ultrasound arrays

are power-hungry and bulky. We developedSPiDR[18], a fundamentally new approach to depth

perception using a single microphone-speaker pair. The core idea is to spatially encode the acoustic

channel through a metamaterial ”stencil” that creates unique signatures for each point in 3D space

(Figure 1.4 A, 1.4 B). These physics-optimized waveguides embed both direction and distance

information in single measurements, eliminating the need for scanning or arrays. Through sparse

recovery algorithms informed by wave interference patterns,SPiDRachieves centimeter-level

depth accuracy while consuming only 0.83mJ per frame—a400� improvement over traditional

solutions. This work establishes new possibilities for perception in resource-constrained robotics.

Passive Spectral Analysis.Extending our structure-assisted sensing approach to spectral

processing, we drew inspiration from how the human cochlea naturally decomposes sound into

frequencies. We developedLyra [19], a system that uses standing wave resonators to implement

FFT-like spectral analysis without power-hungry ADCs or digital processing. By leveraging wave

interference patterns in carefully designed cavity structures,Lyra enables always-on acoustic

monitoring with microwatt power consumption, making it suitable for continuous environmental

sensing in battery-constrained or energy-harvesting scenarios.

RF Self-localization.Building on our success with acoustic metamaterials, we extended

these principles to RF signals withSirius[20]. While passive structures worked well for acoustic
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sensing, the small wavelength diversity in RF necessitated a different approach. We developed a

gain-pattern recon�gurable antenna that dynamically embeds direction-speci�c codes in received

signals. Recent advances show envelope detectors enable ultra-low-power communication but

cannot extract phase information needed for spatial sensing. We solved this through a neural

pipeline that learns to decode spatial information directly from signal amplitudes, achieving7�

angular accuracy while consuming1000� less energy than array-based positioning systems. This

enables sustainable sensor networks across agricultural �elds, supply chains, and wildlife habitats

where traditional GPS (25mJ per �x) would quickly deplete batteries.

Figure 1.5:LiTEfoot leverages cellular signals for nationwide tracking using an ultra-low-power
miniaturized receiver.

1.3.2 Scalable nextG Systems

From tracking perishable goods to monitoring elderly patients with dementia, continuous

location tracking of small assets and individuals has become essential across numerous domains.

However, existing solutions like GPS rely on bulky batteries or dedicated infrastructure, creating

fundamental barriers to widespread deployment. We developed two complementary systems that
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reimagine global positioning for resource-constrained scenarios, enabling seamless tracking from

nationwide supply chains to dense urban environments.

Ultra-low-power Location Tracking. Traditional cellular localization requires frequency

hopping across multi-GHz bandwidths using power-hungry oscillators and IQ demodulators that

consume over 100mW. We developedLiTEfoot [21], a cellular-based self-localization system that

uses non-linear intermodulation to simultaneously capture synchronization signals across 3GHz

spectrum through a passive envelope detector (Figure 1.5). The system decodes Physical Cell

Identities from the folded spectrum and performs multilateration, achieving 19m accuracy while

consuming only 40� J—a 625� reduction compared to GPS. This enables 11-year operation on

a coin cell battery for nationwide asset tracking in supply chains, precision agriculture, wildlife

conservation, and healthcare monitoring, all without requiring dedicated infrastructure.

Figure 1.6:Locate3Denables infrastructure-free tracking at scale through optimized peer-to-peer
measurements.

Infrastructure-free 6DoF Tracking at Scale. For scenarios without cellular infrastructure,

we developedLocate3D[22], a peer-to-peer system enabling infrastructure-free 6-degree-of-

freedom tracking using UWB radios for massive-scale networks. The system introduces angle

measurements alongside ranging to reduce the minimum edges needed for unique topology
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realization by 4� (see Figure 1.6). Using rigidity-aware spanning tree optimization and non-rigid

graph decomposition,Locate3Dachieves 0.86m accuracy in building-scale networks and 12.09m

in city-scale deployments while reducing latency by 75%. The system seamlessly scales to track

100,000 devices across cities, enabling transformative applications from coordinating disaster

response teams to managing autonomous delivery �eets and monitoring smart city infrastructure.

1.3.3 Systems for Sustainability

While 800 million people face hunger globally, nearly 40% of food produced is lost to

waste, primarily due to inadequate monitoring during distribution. In collaboration with Microsoft

Research, we developed sensing systems to enable data-driven food quality monitoring across

global supply chains.

Non-invasive Food Quality Monitoring. Current food quality assessment methods require

destructive testing, making continuous monitoring throughout distribution impractical. We

developed FreshSense [23], a wireless sensing system that monitors dry matter content non-

invasively at the pallet level. The key challenge lies in measuring subtle changes in water content

through densely-packed produce where traditional RF sensing fails due to complex multi-path

effects. We solved this through a dispersion-based sensing approach that exploits frequency-

dependent wave propagation in water-rich environments. By analyzing electromagnetic delays

with physics-informed neural networks, FreshSense achieves robust quality assessment while

eliminating environmental variations.

12



1.3.4 Other Contributions

In my Ph.D., I have also developed solutions across security, AI veri�cation, and audio

processing, demonstrating the broader applicability of our approach.

Security and Self-defense for Drones.As drones become trusted delivery systems and

law enforcement tools, they face increasing risk of mid-air attacks and vandalism. We developed

DopplerDodge [24], an acoustic sensing system enabling real-time threat detection and avoidance

in resource-constrained drones. Using just a single microphone and Doppler effect analysis, the

system detects incoming projectiles with 100ms advance warning, enabling autonomous evasive

maneuvers while consuming minimal power. This work establishes a new direction in embedded

defense systems for tiny autonomous vehicles.

Side-channel Security in Embedded AI.With the proliferation of edge AI, verifying the

trustworthiness of model inference is increasingly important. We developed ThermWare [25], a

system that leverages thermal side-channels to detect anomalous computations in embedded AI

systems. By capturing spatiotemporal heat signatures with a thermal camera, the system identi�es

unauthorized operations with 94% accuracy, enabling non-invasive run-time AI model monitoring

without requiring system-level access or modi�cations.

Noise-cancellation for Wearables.To improve voice communication in noisy environments,

we developed VoiceFind [26], a speech enhancement system that uses just two microphones to

achieve spatial �ltering of desired speech. Through a combination of harmonic-based direction

�nding and conditional generative adversarial networks, the system improves speech intelligibility

by 16% in real-world environments. This work demonstrates how physics-informed machine

learning can enable sophisticated audio processing on resource-constrained wearables.
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1.4 Organization

The remainder of this thesis is organized as follows. Chapter 2 introduces a bio-inspired

acoustic sensing system that achieves direction �nding with a single microphone through carefully

designed metamaterials, enabling spatial audio perception in wearable devices. Chapter 3 presents

a novel approach to depth perception for micro-robotics that provides high-resolution imaging

with minimal power requirements through physics-based spatial encoding. Chapter 4 explores self-

localization for IoT devices using recon�gurable RF structures and machine learning techniques,

achieving long-range positioning with signi�cantly reduced energy consumption. Chapter 5 details

a cellular-based localization framework that enables nationwide tracking with sticker-sized tags

by exploiting existing cellular infrastructure for applications in supply chains and healthcare.

Chapter 6 describes an infrastructure-free tracking system that supports large-scale coordination

of devices in urban environments through innovative peer-to-peer algorithms. Chapter 7 presents a

non-invasive approach to food quality monitoring that creates three-dimensional maps of food

quality within pallets through physics-informed sensing techniques. Chapter 8 concludes with

re�ections on the broader implications and future directions of this thesis.
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Chapter 2: Structure-Assisted Spatial Audio Sensing

2.1 Introduction

Acoustic devices are increasingly becoming pervasive in our everyday environments.

Beyond just voice interfaces, a broad spectrum of applications is emerging that leverages multiple

facets of context-awareness and analytics. These applications encompass indoor activity monitoring

based on sound [27–29], health monitoring through acoustic signals [30,31], speech development

support and acoustic environment sensing with on-body wearables [32,33], along with numerous

outdoor use-cases utilizing distributed sensor nodes [34,35]. With the advent of new low-power

and battery-free technologies [36,37], it has become feasible to continuously capture and process

sound using independent sensing modules distributed throughout the environment. Adding

spatial analysis of sound and source localization can signi�cantly enhance the capabilities of

such context-aware systems. Meanwhile, spatial sensing of sound is also critical for robotic

navigation and situational awareness systems, both in aerial environments [38–40] and underwater

scenarios [41, 42]. However, conventional methods for obtaining spatial sound information

typically rely on capturing multiple synchronized audio streams through microphone arrays, which

is a power-intensive hardware requirement that is challenging for standalone sensing modules. In

this chapter, we aim to build an acoustic sensing system that enables spatial information processing

on power-constrained ubiquitous devices with compact form factors.
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Figure 2.1:The vision and technical overview ofOwlet, a low-power and miniaturized system for extracting
spatial information from sound.Owletuses acoustic microstructures to embed direction-speci�c signatures
on the recorded sound and develops a learning-based approach for signature recovery and mapping in
real-time.

Estimating spatial features of sound, such as direction-of-arrival (DoA) or source location,

traditionally relies on sampling the acoustic wavefront across space using a microphone array.

Since conventional DoA algorithms are fundamentally based on this spatial sampling model, both

the array dimensions and the number of microphones directly impact their performance. According

to the sampling theorem [14], microphones in a linear array must ideally be spaced at half the

signal's wavelength (�= 2) for accurate DoA estimation. Moreover, the angular resolution, inversely

proportional to the Half Power Beam-width, improves with the total length of the array aperture.

Thus, achieving �ne-grained DoA resolution typically demands large physical arrays. Additionally,

these arrays require simultaneous sampling across all microphones, causing power consumption

and hardware complexity to grow with array size. Although acoustic devices are increasingly

common in ubiquitous computing, the power, hardware, and form-factor constraints limit the

feasibility of traditional array-based spatial sensing. In this chapter, we explore an alternative

approach to spatial signal processing that moves away from the standard spatio-temporal sampling

paradigm, leveraging wave-structure interactions to enable low-power, compact, and simple

designs.

Directional hearing aided by structural interactions is widespread in nature. The symmetric
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